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Abstract
The increasing adoption of 3D capturing equipment, now also found in
mobile devices, means that 3D content is increasingly prevalent. Common
operations on such data, including 3D object recognition and retrieval, are
based on the measurement of similarity between 3D objects. A common way
to measure object similarity is through local shape descriptors, which aim
to do part-to-part matching by describing portions of an object’s shape. The
Spin Image is one of the local descriptors most suitable for use in scenes
with high degrees of clutter and occlusion but its practical use has been
hampered by high computational demands. The rise in processing power
of the GPU represents an opportunity to significantly improve the generation
and comparison performance of descriptors, such as the Spin Image, thereby
increasing the practical applicability of methods making use of it. In this
paper we introduce a GPU-based Quasi Spin Image (QSI) algorithm, a
variation of the original Spin Image, and show that a speedup of an order
of magnitude relative to a reference CPU implementation can be achieved in
terms of the image generation rate. In addition, the QSI is noise free, can be
computed consistently, and a preliminary evaluation shows it correlates well
relative to the original Spin Image.
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Introduction

Local shape descriptors are essential for measuring the similarity of 3D objects, and are at
the heart of operations such as 3D object retrieval and recognition. These operations are
essential as 3D object collections grow in size. A classic descriptor, the spin image (SI),
is advantageous for many object classes in terms of accuracy and has thus been employed
in many applications. In fact the SI has been considered to be the de facto benchmark for
the evaluation of local surface features [1] [2], and has been listed among the descriptors
most robust to clutter, varying mesh resolution, and clutter [3]. Unfortunately, the SI is
hampered by high computational demands, thus restricting its applicability.
Graphics Processing Units (GPUs) have in recent years seen increased use in many
applications, and have shifted from processors aimed primarily at accelerating rendering
procedures to extremely high-throughput co-processors (also referred to as General
Purpose GPUs, or GPGPUs). The highly parallel and throughput oriented architecture of
GPUs has allowed for a number of techniques to be significantly accelerated, increasing
their utility. For instance, deep learning has seen performance increases by a factor of 50
or more [4]. The fields of game physics, computational biophysics [5] and medical image
processing [6] [7] are also good examples.
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